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Abstract terns for applications as diverse as intelligent traffic man
agement, sensor networks, stock control and wildlife mon-
As mobile devices proliferate and networks become itoring. For example, consider the movement of users be-
more location-aware, the corresponding growth in spatio- tween cells of a mobile phone (or similar) network. Being
temporal data will demand analysis techniques to mine pat- able to predict where users will go would make cell hand
terns that take into account the semantics of such data. As-over decisions easier and improve bandwidth management.
sociation Rule Mining (ARM) has been one of the more Also, since most people own a mobile phone these days,
extensively studied data mining techniques, but it consid-the data could be used for fast and inexpensive population
ers discrete transactional data (supermarket or sequéntia movement studies. Local governments would find the abil-
Most attempts to apply this technique to spatial-temporal ity to answer questions such as “how much is this park be-
domains maps the data to transactions, thus losing theing used?”, “which areas are congested?”, and “what are the
spatio-temporal characteristics. We provide a comprehen- main routes that people take through the city” useful. The
sive definition ofspatio-temporal association rules (STARs) latter query would help design better pedestrian and vehicl
that describe how objects move between regions over timeroutes to take into account the main flows of people.
We definesupportin the spatio-temporal domain to effec-
tively deal with the semantics of such data. We also intro-
duce other patterns that are useful for mobility data-
tionary regionsand high traffic regions The latter con-

We therefore consider a set of regions, which may be any
shape or size, and a set of objects moving throughout these
regions. We assume that it is possible to determine which

) ; inks and th he h objects are in a region, but we do not know precisely where
sists of sourcessinks and thoroughfares These patterns 5 giect is in that region. We do not assume that objects

desc;:be w;:por;ant temgoral ch%ractgnstms Of, r?glonsl an are always somewhere in the region set, so in the example
we show t _a_tt €y can be considered as specia STARS_‘ W6t a mobile phone network, turning the phone off poses no
provide efficient algorithms to find these patterns. Partic- problems for our methods. We are interested in finding re-

ularly, via several pruning properties we can mine STARS yiqng \ith useful temporal characteristics (thoroughare
efficiently by first mining high traffic regions. sinks, sources, and stationary regions) and rules thaigpred
how objects will move through the regions (spatio-temporal
association rules). A source occurs when the number of ob-
1 Introduction jects leaving a region is high enough. A sink has a high
number of objects entering it. A thoroughfare is a region
As mobile devices proliferate, networks become trough which many objects move - that is, many objects
location-aware and GPS sensors become more common, thENter and leave. A stationary region is where many ob-

need to manage, analyze and mine spatio-temporal data will€cts t_end to stay over time, v_vhHe a STAR describes how
only grow. an object moves between regions. Together, these patterns

Some specific examples of current and future applica- desc.ribe many mobility characteristics and can be used to
tions which will require mining and analysis of spatio- predict future movements.
temporal data include managing cell phone networks and We take the approach of mining our patterns on a time
dealing with the data generated by Radio-Frequency Iden-window by time window basis. We think this is impor-
tification (RFID) tags. Mining such data could detect pat- tant because it allows us to see the changing nature of the



patterns over time, and allows for interactive mining - in-
cluding changing the mining parameters. Even though the
patterns we consider occur in a spatial settings, they are
all temporal patterns because they describe objects move-
mentsover time as well as capturinghangesn the way

the objects move over time. To understand this, consider
each pattern sefj as capturing object movements over a
‘short’ period of time. In our algorithms this is the inter-

val pair[TI;, Tliy;]. That is,& captures how the objects .
move between the time intervald; andT ;. Then, as

the algorithm processes subsequent time intervals, the pat
terns mined at these points will in general change, forming
asequencef pattern sets< &;, &1, ... =>. This change in

the patternsthat are output can be considered longer term
changes. Such changes in the patterns describe the changes
in the objects behavior over time. Another way to think
about this is to consider the objects motion as a random
process. If the process is stationary, we would expect the
patterns to remain the same over time. If the process is not
stationary, the patterns will change with time to reflect the
change in the way the objects move.

There are a number of challenges when mining spatio-
temporal data. First, dealing with the interaction of space
and time is complicated by the fact that they have differ-
ent semantics. We cannot just treat time as another spatial
dimension, or vice versa. For example, time has a natural
ordering while space does not. Secondly, we also need to
deal with the spatio-temporal semantics effectively. TiHs
cludes considering the effects of area and the time-interva
width not only on the the patterns we mine, but also in the
algorithms that find those patterns.

Finally, Handling updates efficiently in a dynamic en-
vironment is challenging - especially when the algorithm
must be applied in real time. We adopdata streanmodel
where spatial data arrives continuously, say as a sequénce
snapshot§, So, ..., and the model that we mine must keep
up with this. The algorithms must therefore perform only
a single pass in the temporal dimension. That is, the algo-

poral semantics. We define the conceptspzitial cov-
erage, spatial support, temporal coveragedtempo-

ral support Because these definitions retain the se-
mantics of spatial and temporal dimensions, it allows
us to mine data with regions of any size without skew-
ing the results. That is, we successfully extend associ-
ation rules to the spatio-temporal domain.

We define useful spatio-temporal regions that apply to
objects moving through such regions. Thesesise
tionary regionsandhigh traffic regions The latter may

be further broken intsources, sinksand thorough-
fares We stress that these are temporal properties of a
spatial region set, and show that they are special types
of STARs. We also describe a technique for mining
these regions efficiently by employing a pruning prop-
erty, and preserve the spatial semantics of the data by
dealing with different sized regions.

We propose a novel and efficient algorithm for min-
ing the STARs by devising a pruning property based
on the high traffic regions. This allows the algorithm
to prune as much of the search space as possible (for
a given dataset) before doing the computationally ex-
pensive part. If the set of regionshs we are able to
significantly pruneR (to A [CRlandC [R) resulting

in a running time o©O(|R]) + O(JA’ < C’|) instead of
O(R?), whereA’ = A—AnCandC’'=C—AnC.

Our experiments show that this is a significant saving.
Theoretically, it is also the most pruning possible with-
out missing rules.

Our algorithms do not assume or rely on any form of index
(such as an R-tree, or aggregated R-tree) to function or to
obtain time savings. If such an index is available, the al-
gorithms will perform even better. Our time savings come
about due to a set of pruning properties, which are spatial

(ithm must not revisis: once it has started brocess@a. 1 in nature, based on the observation that only those patterns
this means that thelmodel must be incrzmentall g: date that have a support and confidence above a threshold are
. . y upad interesting to a user (in the sense that they model the data).
able. Unless sampling techniques are used, such algorithms . . .
The rest of the paper is organized as follows. In Section

cannot do better than scale linearly with time. Since pro- 3 | bt ; text b . lated
cessing the spatial snapshots is expensive in general,-we fo We place our contributions in context by surveying retate

cus our attention there. We deal with exact techniques inwork. In Sec_tion_ 4 we give severa! related d(_afil_ﬂitions of
this paper, but it is possible to use probabilistic counting STARs that highlight some of the differences in interpret-

techniques together with our algorithms. ing STARs. We close'the sectioq with a detajled example

to illustrate the subtleties. In Section 5 we define hot spots
stationary regions and high traffic regions. In Section 6 we
propose an efficient algorithm for mining STARs which ex-
ploits several properties of “high traffic” regions. The re-
sults of our experiments on STAR mining are described in
Section 7. We conclude in Section 8 with a summary and
» We give a rigorous definition of Spatio-Temporal As- directions for future work. The appendix contains proofs of

sociation Rules (STARs) that preserve spatial and tem-the theorems we exploit.

2 Contributions

We make the following contributions:



3 Related Work ation rule, although this is not mentioned by the authors.
[11] mine frequent sequences of non spatio-temporal

There has been work on Spatial association rules (ex-Values for regions.

amples include [8, 3]) and temporal association rules (ex- 1€ Work we have listed above is quite different from
amples include [2, 5]) but very little work has addressed ©UrS- [9] considers a simple spatio-temporal association
both spatial and temporal dimensions. Most of the work rule definition, and the algorithm for finding the rules is

that does can be categorised as traditional associatien rul Prute force. [4, 12] consider patterns that can be inteepret
mining [1] or sequential ARMappliedto a spatio-temporal 25 STARS, but they focus on very different research prob-
problem, such as in [7]. lems. The algorithm of [4] will find all transition proba-

The work by Tao et al. [9] is the only research found biIitie;, even if they are small. Amongst othgr things,. our
that addressed the problem of STARs (albeit briefly) in algorlthm makes use of the fact that users will not be inter-
the Spatial-Temporal domain. As an application of their ested in rules below confidence and support thre_sholds, and
work they show a brute force algorithm for mining specific uses this to prune the search space. And “_"OSt |mpor_tantly,
spatio-temporal association rules. They consider associa1oN€ O.f the related work consider the spat|:_;1| seman-t|cs of
tion rules of the form(r;,T,p) L[] with the following the regions, such as area, nor do they consider spatial sup-

interpretation: “If an object is in region; at some timd, port or§|m|la_r concepts. _ L
then with probabilityp it will appear in regionr; by time Dealing with the area of regions correctly is important

t+ 1”. Such a rule is aggregated over alh the following for |nter[:3[rhet?:|r(])n of tthel res_ults. Mart;y authc.)fr_s c;rrt]phmtiyth
way: if the probability of the rule occurring at any fixeds assume that the spatial regions can be specified to suit the

abovep, a counter in incremented. If the fraction of such oc- algg_rllthmh. Howe\;\?vr, T'S IS fL_Jsu;Ily ndoththe Cas?a Cells in af
currences is over another thresho)dhe rule is considered mobiie pnone network are Tixed, and have a wide range o

important and output. The authors cplkthe appearance sjzes and geometrigs.depend.ing.on geographic and popula-
probability, andc the confidence factor They do not dis- tion factors. Data mining applications have to be developed

cuss the reasons for or the consequences of this choice. Th D work with the given region set, and we cannot ignore

confidence factois really the support with respect to time t € |nflu_e_nce of different 5|z_ed regions. _In the_case of min-
of the rule, and when interpreted in the traditional sepse, ing mobility patterns of moving objects (including sources

is really theconfidence thresholdf the rule. There is also §|nks, statu_)nary regions, thorogghfares and STARs),ngno
no support defined. That is, the number of objects for which ing area will skgw the results |n.fav0L_1r of larger regions
the rule applies is ignored. For each time-stamp, their-algo because they will have more objects in them on average.

rithm examines each pair of regions in turn, and counts theﬁ’]y takmﬁ the ;eglolrg S|zesS|%tAc\)Raccount, Wilavmd ske;\{:;lg
number of objects that move between the regions. Itis a € resuts and make our S comparable across difter-

brute force technique that takes time quadratic in the num-&Nt sized regions. Finally, although it is possible to scale

ber of regions. They use sketches (FM-PCSA) for speed,.mOSt patterns by the area after they have been mined, this

have a very simple STAR definition and ignore the spatial is undesirable because it it prevents pruning of the search

and temporal semantics of the data (such as the area of thgPace- Our algorithms dgal with the sano-temppral seman-
regions or the time interval width) tics such as area effectively throughout the mining process

Other interesting work that deals with spatio-temporal and prune Fhe search space as much as po§5|b|e.
: . A No previous work could be found, despite our efforts,
patterns in the spatio-temporal domain includes [11, 12, 4

. - ) i : "that considers sources, sinks, stationary regions and thor
6, 9]. [6] mine periodic patterns in objects moving between oughfares. We think these patterns are very important be-
regions. Wang et al. [12] introduce what they dlv pat- 9 ' P Y Imp

terns,which describe the changes of events over space and24s® they captutemporalaspects of the way that objects

) : S : move in space

time. They consider events occurring in regions, and how

these events are connected with changes in neighbouring re-

gions as time progresses. So rather than mining a sequencé  Spatio-Temporal Association Rules

of events in time, they mine a sequence of events that occur

in specific regions over time and include a neighbourhood  Given a dataseT of spatio-temporal data, define a lan-

relation. guagelL that is able to express properties or groupings
Ishikawa et al. [4] describe a technigue for mining ob- of the data (in both time, space, and object attributes).

ject mobility patterns in the form of markov transition prob  Given two sentence¢; [1l and¢, [Il that have no

abilities from an indexed spatio temporal dataset of moving common terms, define a spatio-temporal association rule

points. In this case, the transition probability of an (or- as¢; [ d}. For example, the rule “late shift work-

der 1) markov chain i (rj|ri) wherer; andr;j are re- ers head into the city in the evening” can be expressed

gions, which is the confidence of a spatio-temporal associ-as LateShiftWorker(x) [CThRegion(OutsideCity) [



Time(Evening) [IdRegion(City) CTime(Night).
To evaluate whether such a spatio-temporal rule is interest ~ Figure 4.1. Example data for spatio-temporal
inginT, aselection predicatg T, ¢; [} maps the rule association rule mining. See example 4.7.

to {true, false}. The selection predicate will in general be

a combination of support and confidence measures. For ex-

ample, if the support and confidence of a rRleare above rﬂ ® : : 2 1
their respective thresholds, the(T, R;) evaluates to true. : a ™ : : o :

The languagé. can be arbitrarily complex. We consider | @ Il o | e
the special case where objects satisfying a query move be- : e & : : :

tween spatial regions. A queryallows the expressionof ~ ———————— ——————~—
predicates on the set of non spatio-temporal attribute$eoft
objects. We explore a number of definitions of such STARs L s LT }

o . o . | I I
in this section to highlight temporal subtleties. We dedyon | ® : I o |
with the STAR of Definition 4.4 outside this section, so the : : : o I tems i+t
reader can safey focus on this on the first reading, without | o g o
missing the main ideas of the paper. P 19 N !
Definition 4.1 STAR: Objects in regionr; satisfyingq at F; ______ ' '_12_ _____ -i
: . o N ; ' o ! o/
time t will appear in regionr; for the first time at time | : I ° :
ion: (r: Q | | @a time t+2
t + t. Notation: (rj, t, @t,q) [l : . : : .b.g :
& I

Note that this rule distinctly defines the time m at - e -
which the objects must arrive. o _____

rrl : { 2 -:

- . Obiects in regionr: safisfyi | % 1 e
Definition 4.2 STAR: Objects in regionr; satisfyingq at | 1 @ ® | fmert3
time t will be in region r; at time t 4+ 1. Notation: : o, | : o :

I
Il '

(ri,t,7,q) Ll | o
The above definition is less rigid and allows objects that

arrived earlier than timée+ T to be counted as long as they Definition 4.5 Definesupport of a rule, denoted by ({),

are still presenait timet + 1. The next definition counts  to be the number of objects that follow the rule, and the

the objects as long as they have made an appearange in support (with respect tg) of a regionr during T I, denoted

at any time withinft, t + t]. bya(r,T1,q), to be the number of distinct objects within

during T I satisfyingg.

Definition 4.3 STAR: Objects in regionr; satisfyingq at

time t will appear in region rj by (that is, at or before)

time t + 1. Notation: (r;, [t, T],q) [Tl

We will consider the problem of more rigorous support def-
initions that are more appropriate in a spatio-temporal set
ting later.

This is generalised in our final definition: Definition 4.6 Define theconfidenceof a ruleZ whose an-
tecedent contains region during T I, denoted by({), as
Definition 4.4 STAR: Objects appearing in region; sat- the conditional probability that the consequent is truesgiv
isfying g during time intervalT Is will appear in region that the antecedent is true. This is the probability that the
rj during time intervalT I, whereTls n Tle = [&nd rule holds and is analogous to the traditional definition of
T Is is immediately befofeT I.. Notation: (rj, Tls,q) 1 confidence and is given oyl) = o(2)/a(r;, T1).
(rj, Tle).
! © Note that all the definitions are equivalent wheh, = t,
From these we are interested in the rules that have a high! le = t+1andt = 1. We illustrate the above definitions
confidence and high support . We will use the notatio_—1 With an example.

rj or fora STAR when we are not concerned with its exact Example 4.7 Consider Figure 4.1 which shows the move-
definition. ment of the set of object= {a, b, ¢, d, e, f, g} in the time-

1That is, there does not exist a time-statnihat isbetweerthe time frame([t, t + 3] captured at the four SnaPShdtht + 1t +
intervals in the sense thét < t.Vt. € Tle) A (t > tVts € Tls). 2,t + 3. Assume thag = ‘true’ so that all objects satisfy




the query. We give examples for each STAR definition in
turn.

Consider the STAR = (r;,t,@1,q) [—r2] From the
diagram,{b, c, e} follow this rule, so the support of the rule
is 0(¢) = 3. Since the total number of objects that started
inr;is5 = ao(ry,t) = [{a,b,c,d,e}|, the confidence of
the ruleisc(¢) = 2. For { = (ry,t,@2,q) [rwe have
0({) = 2 because{a, d} follow the rule, andc({) = 2.
For ¢ = (r1,t,@3,q) [Tralwe haves({) = 0 because no
object appears i, for the first time at time: + 3.

The STAR, = (ry,t,1,q) [CLalis equivalent tof =
(ri,t,@l,q) Cre1Butforl = (ry,t,2,q) Cralwe have
0(C) = 4 becausda, b, ¢, d} follow the rule (for this STAR
definition we count them as long as they are still there at
timet + 2), andc({) = 2. For{ = (r,t,3,q) Crzlwe
havea(() = 4 since{a, b, d, e} follow the rule (we don't
countc because it is no longer imy at timet 4 3), and

Q) =2

(ri,[t,1],9) [ (ri,t,1,0) [
(r;,t,@Q1,q) Crd Forl = (r,[t,2],q) [Crdwe
havea({) = 5 because{a,b,c,d, e} satisfy the rule. e
satisfies even though it has left by 2. Since all ob-
jects fromr; have made an appearance m by t + 2
we must haves((rq, [t,k],q) [z} = 5forall k = 2.
For { = (ry,[t+ 1,1],q) [rzlwe haveg({) = 2 and
€@)=3=1

The STAR = ry, [t,t],q) [, [t+ 1, t+K] is equiv-
alent to (rq, [t,k],q) [—rdfor k = 1. For the STAR
(=ry,[t,t+1],q) [, [t+ 2, t+ 3] we haveb distinct
objects {a, b, ¢, d, e}) appearing inr; during[t, t + 1] and
6 distinct objects{a, b, c,d, e, g}) appearing inr, during
[t+2, t+3]. The objects following the rule afg, b, ¢, d, e}
so the support of the rule i and its confidence ié =1.
For{ =rq, [t+1,t+2],q) C{rd, [t+3] we haves({) =3
andc(l) = 3

1
Counting the objects that move between regions is a sim-

ple task. The main idea is that3f; is the set of objects in

at timet andS; is the set of objects in, at timet + 1 then

the number of objects moving from to ry during that time

is|S1nSs| (assuming objects don't appear in more than one

region at a time).

4.1 Extending Support into the Spatio-
Temporal Setting

Defining support in a spatio-temporal setting is more
complicated than we have considered so far. Specifically,
the size of any spatial atom or term in the rule should affect
the support. That is, given the support in Definition 4.5,
two rules whose only difference is the area of the region in
which they apply will have identical support. Consider Fig-
ure 4.2 wherea; R, and object{a, b, ¢, d} move from

Figure 4.2. Example data showing
moving from time tto t+ 1.

objects

andR; [Tilhave the same suppért However, among
these sets of equivalent rules we would prefer the rule cov-
ering the smallest area because it is more precise. A similar
issue arises when we wish to compare the support of rules
that cover different sized regions. Consider again Figure
4.2. The supportof; [rals4anda(rs [Ty )= 2 while

o(R; [CRd) = 6 which is higher than the other rules but
only because it has a greater coverage. This leads to the
conclusion that support should be defined in terms of the
coverage of arule.

Definition 4.8 The spatial coverageof a spatio-temporal
association rule, denoted bys(), is the sum of the area
referenced in the antecedent and consequent of that rule.
Trivially, the spatial coverage of a region is defined as

Qs(ri).

For example, the coverage of the rig, t,1,q) [ Talis
area(r;) + area(rs). This remains true evenif, = ry so
that STARs with this property are not artificially advantdge
over the others.

We solve the problem of different sized regions by scal-
ing the support({) of a rule by the area that it covers, to
give spatial support.

Definition 4.9 The spatial support, denoted byos((), is
the spatial coverage scaled support of the rule. That is,
0s(¢) = 0(Q)/9s(¢). The spatial support of a region
ri during Tl and with respect tay is os(ri, T1,Q)
0(ri,TI,q)/(ps(ri)-

Consider again Figure 4.2 and assume thbave unit
area and thdr; are completely composed of thg they
cover. Then we haves(r; [Cra]=o(r; Cr)/es(r; 1
ry) = 4/2 = 2, 04(rs 1) = 2/2 =1andog(R; 1
R2) = 0(R; CRA)/¢s(R; [R,) = 6/4 = 3. The rule

r, to rp between time andt + 1. Then the rules; [ral

2Since{a, b, ¢, d} follow the rules, the support is 4 in both cases.



R, [CRano longer has an advantage, and in-fact its spatial Objects in r Objects in 7
. . N . during TI1 = 81 durine TI2 = $2

support is the weighted average of its two composing rules. =

We do not need to scale confidence because it does not
suffer from these problems. Indeed, increasing the size of
the regions in a rule will on average increase botlg) ra remaining
anda(ri, Tls), so larger regions are not advantaged. Con- inr
fidence is also a (conditional) probability, so scaling it by
spatial coverage would remove this property.

In a spatio-temporal database we must also consider the
temporal supporandtemporal coverage

Objects Objects Objects

entering r

Figure 5.1. lllustration of the technique for
finding high traffic areas.

Definition 4.10 Thetemporal coveragef a rule, denoted

by 0:({), is the total length of the time intervals in the rule

definition. valid, but this choice is the same for all rules. When min-
ing STARs we attempt to find rules that havepatial sup-

For example, the temporal coverage of the rule port above a thresholdninSpatSup, a confidenceabove

(ri,Tls,q)  [—rj,Tle) is |TEs| + |TEe| where minConf. If the user is interested in summarising STARs

[T E| is an appropriate measure of the time interval width. over time, we additionally output only those rules wigm-
poral supportaboveminT empSup.

Definition 4.11 Thetemporal supporof a rule {, denoted

by 6¢(2), is the number of time interval pair§1l’ = 5 Hot-Spots, High Traffic Areas and Station-
[T1s, T l¢] over which it holds. ary Regions

Note that we did not perform scaling by temporal cover-

age. In short, this is because we view the temporal cov-

erage as being defined by the user and so each rule mine

will necessarily have the same temporal coverage. A more

complicated reason presents itself when we consider min-  \ye define a regiom to have high traffic (with respect to

ing the actual rules: For example, assume the te_mporalSorne queryy) if the number of objects that satisfyand are

coverage of a rul€ is 1. We have at least two oplions,  entering and/or leaving the region is above some threshold.

either we count the temporal support of the rule during A stationary region is one where enough objects remain in

Lt+T)[t+1Lt+1+7),[t+2,t+2471],...0rdur-  he region. These patterns are a special type of STAR.

ing [t,t 4 ], [t + T,t + 21], [t + 21, t 4 37],.... Scaling They are also easy to find. Consider tauccessivéme

by temporal coverage would only make sense in the seC-intervalsT1, andT1,. Then the number of objects (sat-

ond case. If we assume an open timescale (one that has NRfying q) that are inr in T, that were not there iff I;

end, or is sufficiently large that we can assume this) then thejs the number of objects that enterecbetweenT I, and

number of opportunities to gain a support count (that is, for 1 I,. LetS; be the set of objects (satisfyiry that are in

the rule to hold) in the first case does not depend on the size, during T 11, and letS, be the corresponding set farl.

of T. That is, the temporal coverage is not a factor. As demonstrated in Figure 5.1, we are clearly looking for
Note thattemporal supportonly applies to the case |s, —s,| where— is the set difference operation. Simi-

where a user is interested in which STARs re-occur over |arly, the number of objects leavingis |S; — S| and the

time (and hence that STARs which rarely occur are not in- number of objects that remain infor both T 1, andT I, is

teresting). The reader should note that the definitions of|g1 NS,

STARSs that we give apply to a specific time interval and

describe how objects move during that time (indeed our al- Example 5.2 Consider again Figure 4.1 during |’ =

gorithms look at each pair of time intervald’ only once). [[t.t,[t+1,t+ 1]] = [t,t + 1] and assume the thresh-

This is quite general in the sense that the mined STARs carold is 3. {e,b,c} enterr, during T1’, sor, is a sink

be analysed for changes over time, for periodicities, or sim and because they came fram, r; is a source. During

ply aggregated in time to find recurrent patterns. Tl =[t+1,t+2],{g,b,c} remaininr; soitis a station-
Both temporal and spatial coverage are defined by theary region duringT I’. If the threshold i, it would also be

user (or by the application). Spatial coverage is inherenta thoroughfare becausg, d} enter while{e, ¥} leave dur-

in the size of the regions. Temporal coverage is more flex-ing T I’. ry is also a stationary region during = 2,t + 3]

ible and determines the window for which rules must be becausda, b, d} stay there.

Definition 5.1 A regionr is a dense region dnot spotwith
aﬁspect tag during T I if density(r, T1) = as(r, T1,q) =
inDensity



To express high traffic regions as STARs, note that if
we let (e the the set of regions excludimgbut includ-
ing a special regiomese, then the number of objects en-
teringr duringT1’” = [T, Tli4] is just the support of
(CT1i,q) C@Tliy,). We needrese to cater for the
case that an object ‘just’ appears (disapears) from the re-
gion set. We model this as the object coming from (going
t0) reise. This situation would happen in the mobile phone
example when a user turns his/her phone on (off). We now
formally define high traffic areas and stationary regions.

Hevp: Dense
during Thi+1

_ T=ANnC
Thoroughfares

Hi: Densze
during 7%

5 CH N Ha
Stationary
regions
Definition 5.3 A regionr is a high traffic region with re-
spect to queryy if the number of objects (satisfying en-

tering r (ne) or leavingr (ng) during T1' = [T 1, T lit4] Figure 6.1. lllustration of the complete mining
satisfy procedure.
a . .
= minTraffic : a=ngorn
os(r)

As a consequence,hfiinT raf fic = minDensity then
whereminT raffic is a given density threshold ang} is the set of thoroughfares duriri@ I;, T 1i;] is a subset of
given by definition 4.8. Note thal, = o((LT1;,q) L1 the regions that are dense at tifi; and at timeT 1;_,;.

(r,Tliy))andn = o((r,Tl,q) C{LIT 1igq)). These properties prune the search for high traffic re-
Such regions can be further subdivided.nl#/¢s(r) is gions, so we can find high traffic regions by setting
aboveminT raffic we call that region aink. If nj/@s(r) minDensity = minTraffic, mining all hot-spots and

is aboveminT raffic we call it asource,and if a region then mining the hot-spots for high traffic areas.
is classified as both a sink and a source we call ther- '
oughfare. . . _

g 6 Mining Spatio-Temporal Association Rules

Definition 5.4 If the number of objects remaining in,

denoted byng, satisfies (p:(sr) = o((r,Tli,q) [ In this section we exploit the high traffic area mining
(r,Tliy1))/9s(r) = minTraffic then we callr a sta- techniques to develop an efficient STAR mining algorithm
tionary region. A stationary region may or may not be a for the STARs of definition 4.4. These STARs are parame-
high traffic region. terised by a querg which we will omit from the discussion
for simplicity.
Note that if we definerea( = 0 then the definition As a motivation to why this is useful, assume a set of re-

of high traffic areas is a statement aboutspatial support  gionsR for which we have data fdt time instances. Then
of special types of STARs. For stationary regions however, there ardR|?(k—1) possible rules, since there 3R start-

we get as a consequence of Definition 4.8 %‘% =2 ing regions andiR| finishing regions (staying put is possible
os((r, Tli,q) CIEITIi,)). We defineng/@s(r) : a [ too), and for each such pair there are ug tel time-frames
{e, 1, s} as thespatial supporbf these patterns. to examine. Using a brute force method, this would require

The following theorem allows us to prune the search IRI*(k—1) counts of the number of objects in a region. Our
space for finding high traffic regions and stationary regions algorithms address the quadratic time component.
The reader may find it useful to refer to Figure 6.1 while

Theorem 5.5 If minT raf fic = minDensity then: reading the following.
1). The set of sources duriri@ I;, T 11| are a subset The steps to mine STARs of definition 4.4 with spa-
of dense regions during I;, tial support aboveminSpatSup and confidence above
2). The set of sinks during I;, T1;,.] are a subset of ~ minConf during the time interval I = [T1;, T l;] are
dense regions during I;+; and as follows:

3). The set of stationary regions durifigl;, T 1] are _
a subset of the regions that are both dense dufigand 1. LetsizeF actor = mex(@rsaliio) t e (area(n.))
during T li41.

2. SetminDensity = minSpatSup - sizeF actor and
Proof: See appendix. mine allhot-spotduringT I; and duringT I;,; to pro-
duce the seiH; andH; ;.



3. SetminTraffic = minSpatSup - sizeFactor and part. Our experiments show that this time saving is large in
find the set ohigh traffic areasandstationary regions  practice, even for very small spatial support thresholds.
from H; andH;_ ;. Denote the set afourcedy A, the The reader will note that thetationary regions, high
set ofsinksby C, the set othoroughfaredy T and the traffic areasand STARshave spatial and temporal support
set ofstationary regiondy S. Recall from Theorem  defined for them, and apply over two successive time inter-
5.5 thatA [H;, C [Hi;+;, S [H; n Hj;; and valsTIl’ = [T1;, Tli;1]. Hot spotsare defined over one
T=AnC [H}nHjy;. time interval however. It is useful to have a definition of hot

) ) ) spots that applies fdr 1’ to unify the patterns and to allow a

4. We will show thatA contains all candidates for the njversal definition of temporal support. We have a number
antecedent of STARE contains all the candidates for o chojces, but we feel the following is the most logical:
consequents of STARs ar®lcontains all the STARs
where the antecedent is the same as the consequenbefinition 6.1 Define ahot-spotor dense regiorduring

Using this we evaluate the rules corresponding to the T1’ = [T I;, T1;,4] as a region that is dense during both
elements oAxC —SxS andsS for spatial supportand  pothT I; and T I;,;.

confidencé. We keep all rules that pass these tests.
That is, the set of dense regions durty = [T 1;, T li41]
We then apply the above procedure for the next succes-s H; n Hi,; in our procedure above. Defining temporal
sive set of timestamp$ 1{,;, = [Tli;1,Tlij2] and so  support is trivial: it is just the number @fl’s for which the
on. We therefore generate a sequence of pattern sets (hotegion is dense.
spots, high traffic areas, stationary regions and STARS)
< &, &it1,&it2, ... > over time. If desired, we aggregate 6.1 Justification of the STAR Mining Al-
the patterns by counting the number of intervalk’ for gorithm
which each of the the patterns hold. If the total number of
these (its temporal support as defined earlier) is above the \yie now present the theorem that underpins our STAR
thresholdminTempSup after the procedure is complete, mining algorithm:
we output the pattern.
TheT]1 are given by achedule algorithnthat splitsup ~ Theorem 6.2 If  sizeFactor - minSpatSup =
the timestamps into a stream of time intervals. There areminT raffic then duringT I’ = [T1;, T li;4]:
many possible choices for this algorithm, two examples of  1). The set of consequent regions of STARs with spatial
which we have considered in section 4.1. support aboveninSpatSup is a subset of the set of sinks,
An optional pruning method may be applied that takes C.
into account an objects maximum speed or other restric-  2). The set of antecedent regions of STARs with spa-
tions on its movement. That is, a STAR will not exist be- tial support aboveminSpatSup is a subset of the set of
tween two regions; andr; if they are so far apart thatitis  sourcesA, and

impossible to reach; from r; during the time intervar I’. 3). The set of STARs whose consequent and an-
Define a neighbourhood relatidi(R;, R; ) that outputs the  tecedent are the same and have a spatial support above
subsetS of R; x R;j such thatS = {rj,rj : N(rj,rj) = minSpatSup correspond to a subset of stationary points,

1,ri Ry, rj CR;}. Here R;, R; are sets of regions,  with equality wher2 - minSpatSup = minT raffic.

andN (rj, rj) is 1 if and only if rj andr; are neighbours.

By ‘neighbours’ we mean thatj can be reached from Proof: See appendix.

during T I’. This relation allows restrictions such as ‘one

way' areas, inaccessible areas, and maximum speed of ob- If regions are of different sizes, then in the worst case

jects to be exploited for further pruning the search spdce. | situation where a very large region and a very small re-

such a relation is available, we now need only to evaluategion exist the pruning will be least efficient. In the limit-

N(A,C)—SxS. ing case we obtain the choice which gives the lower bound
The reader should note thH#& < C —S x S| < |R xR], MiNchoice of region geometry Siz€F actor = 1. On the other

and that the amount by which it is smaller depends on thehand, the best pruning occurs when all the regions are the

data and spatial support settings. We effectively prune thesame size, in which casézeF actor = 2 and set of station-

search spacas much as possible given the dataset and min- ary regions corresponds exactly to the set of STARs with the

ing parameterdefore doing the computationally expensive same antecedents and consequents.

o . So when all regions are the same size we 3et
3Note thatS may or may not be contained /AU C and may in fact be

disjoint. This is why we need to evaluate all®ffor STARs. Since some minSpatSupport = minT raf:flc = minDensity in the
overlap may occur, we save repeated work by evalugingC — S x S procedu_re above and we don’t need to check the rules cor-
rather thanA x C. responding t& for support.




7 Experiments

In this section we present the results of our STAR mining
algorithm.

7.1 The Datasets

We used a modifi¢dversion of the well known GSTD-
TooL to generate the data for our experiments. Theodoridis :
et al. [10] proposed the GSTD (“Generate Spatio-Temporal (@) Compact Datasetof = (b) Medium Datasetd” = 0.1)
Data”) algorithm for building sets of moving points or rect- 0-05)
angular objects. For each objedhe GSTD algorithm gen-
erates tuples of the forifid, t, X, y, ...) whereid is a unique
id, tis a time-stamp with []0, 1] and(X, y) are the coor-
dinates of the pointifD, 1]2. Object movements are config-
urable by specifying the distribution of changes in locatio

We generated four datasets for our experiments consist-
ing of 10,000 points each. We generatdd1 instances
for each of these points corresponding to the timestamps
0,0.01,0.02,...,1 which gave usl101,000 instances per
dataset. That is, the points changed their location evéry
time units which can be thought of as sampling the location
of continuously moving objects evefy01 time units. We
use the following partitioning of timestamps to generate ou
intervals:T1” = [t, t+1], [t+1, t+2], [t+2,t+3],.... That
is, the time intervals discussed in our algorithms become
individual timestamps and each successive pair of time
stamps is used for STAR mining. The distributions used
for object movement werX [uhiform(—0.01,0.05) covered constant d6* = 50625 (the output of the GSTD
andY [uhiform(—0.01,0.1). This means that object algorithm was scaled to this area). The numbers of regions
updates follow the rulex = x + X, y=y+Y, and on we tested were 36, 81, 144, 225, 324 and 441 m>»an
average will moved.02 to the right and).045 units up the ~ grid configuration.
unit square.Toroidal adjustment was used so objects wrap
around the unit square when they reach its boundary. The7.2 Evaluating the STAR Mining Algo-

(c) Sparse Datasetf = 0.2) (d) Very Sparse Dataset{ =
0.05)

Figure 7.1. Initial Distribution of the Four
Datasets

initial distributions wereGaussiarwith mean0.5 for both rithm
x andy directions. Our four datasets differed only in the
variance of the initial distributions as shown in Figure.7.1 We evaluate the performance gains of the algorithm over

For the parameters listed above, the objects make abouk brute force algorithm performing the same task on the var-
4.5 loops of the workspace during the0 timestamps inthe  jous datasets, using different parameter settings.
dataset. This speed and the randomness of the motion also Recall that the STAR mining algorithm first found dense
has the effect of spreading the objects out rather quickly regions, then used these to find sources, sinks, thorough-
over the workspace. Therefore, even the compact datasefares and stationary regions. It then used the sources as po-
becomes sparse toward the end of the timestamps. The  tential antecedentsd), the sinks as potential consequents
compact dataset is thus not as easy for our STAR mining(C) and evaluated all STARs corresponding to a subset
algorithm as it might first appear. Indeed, the datasets wereof the cross produch x C for spatial support and confi-

chosen to thoroughly exercise our algorithm. dence. The brute force mining algorithm simply evaluates
all STARs corresponding to the cross prodRck R where
7.1.1 The Regions R is the set of all regions.

We used a simple brute force technique to find the dense

We used four different region configurations, all grids. The regions. We dichot use a neighbourhood relation to further
number of regions was varied, while keeping the total areaprne the search space in these experiments.

4The GSTD algorithm does not output data in time order. We matlifie _We varied the spatial support thresholds:
it to do so because sorting the output was not feasible fgeldatasets minSpatSup [—X0.05,0.075,0.1}. Due to our re-



gion configuration (which givessizeFactor = 2), 1200000

and using the results from the theory, we always have — Averags Brote forca
minSpatSup - 2 = minDensity = minTraffic. We 109m88E R
also usedninConf = 0.0 (ie: no confidence threshold) 800000 —° Prunning 01 /
andminTempSup = 1. /
The choice of avery low spatial support threshold Eanno
(minSpatSup = 0.05) was made so that many rules were 400000
mined for all the datasets, and that a high proportion of re- / -
gions would be dense and high traffic regions according to 20000 /M
the corresponding thresholds. For example, forlthby 15 0 . : ‘ .
region setminSpatSup = 0.05 corresponds to a region 0 100 200 300 400 500

being dense (high traffic) if at lea8.5 objects occupy it

. . . . . C t Dat: t
(move into it or out of it). Since there and), 000 objects (8) Compact Datase

and only15? = 225 regions, this means that if the points 1200000

were spread out evenly (which is almost the case for the — " AVETagE BIUE TOTCE

very sparse dataset, and all datasets at the end of the 101 e Priming 2075
——Prunning 0.1

timestamps), each region would have more thé&mbjects 800000
in it, more than sufficient for the support thresholds. And
since objects will move on average more th5i3 of the

way across a region during each timestamp, there will be 400000

plenty of objects moving between regions to provide sup- / ///‘
port for high traffic regions and STARs. With the finer re- 200008 M
gion configurations1§ x 18, 21 x 21) objects almost move . : . .

0
an entire region width each timestamp. If the algorithm per- D 100 00 300 400 500

600000

forms well on very low setting of support, then it is guaran-

teed to perform even better for higher settings. The other (b) Medium Dataset

support settings are still quite low but are large enough to 1200000

demonstrate how big the benefits of pruning are. For the S —e— Awerege Brie orte 2
highest s = 0.1) in the 15 x 15 region configuration the IE%HQ!RSS:B%

support threshold works out to b6, barely greater than the a00000 madd il

average number of objects per region.

600000 ////_
7.2.1 Results 400000 //

; - 200000 ,x/.‘
As expected, the rules mined by our STAR mining algo- //j&/é//

rithm, which is labeled in the figures as the ‘pruning’ tech- o ;

nigue, were identical to those mined by the brute force algo- ’ " i W e
rithm. The time taken to mine the rules using our algorithm (c) Sparse Dataset

was far superior to the brute force algorithm, as can be seen

. . 1200000

in Figures 7.2.

Recall that the benefit of our algorithm is to prune the 1000000 T bnmrgons T v
search space of STARs in order to avoid the quadratic time o Enngad v
explosion that occurs when the the antecedent and conse- BO0000
guent of a rule both vary over the set of all regions. In our 600000
algorithm, this quadratic time component occurs only for
a subset of the total regions. Since the size of this sub- 400000 =
set depends on the support thresholds and the spread of 200000 /
the data (assuming of course that the points are sufficiently W
dense, which was deliberately the case for our datase¢s), th o ‘ ; - -
more spread out the data is, the more regions become po- ’ b . . i 0
tential sources and sinks (and hence potential antecedents (d) Very Sparse Dataset

and consequents) and the more regions must be examined

for STARs. This effect is demonstrated in the results for the  Figure 7.2. Results on the different datasets
with different support settings. Axes are time
(ms) vs number of regions



four datasets used. for sinks we havelensity(r, T lit1) = n(T liz1)/@s(r) =
For the compact dataset case (Figure 7.2(a)), the timene(T li+1)/@s(r) = minT raffic = minDensity.

taken by the pruning algorithm for all support thresholds  The set of stationary regions is the intersection of the
grows significantly slower than the brute force approach. objects that are in the region durifigl; (S;) and the set
For the very sparse dataset (Figure 7.2(d)), the time for of opjects that are in the region durifigli.; (S2). The
both algorithms grow at a similar rate forinSpatSup = stationary regions are thus clearly a subset of IStland
0.05 but the pruning algorithm is still significantly faster. s, Thereforer can be a stationary region onlyrifis dense

Recall that for thidow setting of the support threshold, al- - during bothT 1; and T 1;,.; with respect to the threshold
most every region becomes dense and a high traffic regionminT raffic. 1

For the higher support thresholds, the pruning algorithm

's able to prune more regions and subsequently performsProof of Theorem 6.2: In the following the time inter-
much better. val TI! = [TI;, Tljx1] is implicit. Consider two re-
The other datasets fall between these two cases. In all_. _d "h Il qi plctt. I ible val
cases it can be seen that pruning is very beneficial and tha?lonsri andrj Wherei andj range over alt possibie val-
. ._ues. Letn; be the number of objects leaving during
the amount the search space can be pruned is determine

. . . I, let ne be the number of objects enterimg during
by the sup'port'thresholds. S'lng:e.users will be looking for T1”and letny, be the number of objects moving from
patterns with high support, this is ideal.

torj. Clearlynn = ne andny < n;. For the rule
¢ = (ri,Tl,q) [, Tliy:) to have support of at
8 Conclusions leastminSpatSup we haveos(0) = grear areary) =

minSpatSup. We then havezmmﬂm = 0s(0)
We have prgsgnted a rigorous dgfinition_ _of spatio- and Wearea(n) = 05(¢) so #'(r) = 05(Q) -
temporal association rules (STARs) while retaining the se- area(r;)+area(r;) and —_ne area(r;)+area(r;)

mantics of spatial and temporal data. Furthermore, we have_ _area(ri) ANCarea(r;) = os(¢) ) area(ry) _ °
defined temporal patterns in spatial regiohst spots sta- Zpeizs‘;cfaer%g?f'mt'o_” 5.3 0n pager is a source s (0)-
tionary regions high traffic areassourcessinksandthor- ~ —arearr;) = MinTraffic andr; is a sink ifas(Z) -
oughfares These can be used to prune the search space oﬁ%ﬁa(m > minTraffic since in those cases we
STARs, but are also interesting in their own right. All of the !

patterns we have introduced describe temporal features o

object mobility datasets. By mining the patterns on a time andﬁ?rj) = 0s(0) - %{ﬁ?a(r’) = minT raffic.
interval by time interval basis, we can not only find current For both the source and sink to be found Wwel must
patterns, but also see how these patterns evolve over longethus have min areag;é;fr:;’a(rj) , areag;;:ﬁfa(rj) >
periods of time. We also demonstrated how our techniquesminT raffic. Now because we reqlJJire the rela-

pruned the search space as much as possible before doingonship tehold for all r; and rj we payst min-
the computationally expensive part, leading to very efficie . . . area(r;)+area(rj) area(r;)+area(rj)
o . imisemin - , - so that the
mining algorithms. area(ri) area(rj)
bound is strict. Sincérealtarealr) s minimised for

area(r;)
Appendix: Proofs the choice of regions; = maxy(area(ry)) andrj =
ming (area(rg)), the value we require sizeF actor.

i)+ j H H
Paveﬁ'(m = 0s(Q) - %j‘:j“m = minTraffic

Proof of Theorem 5.5: Let n(T ;) be the number of ob- The last case is a consequence of the definition of the
jects inr during T I, letny(T 1;) be the number of objects spatial support - that is, even if the_antecedent and conse-
leavingr during T I; (compared witm(T I;_,)), and simi- guent are thf—:~ same they are both still counted in the scaling
larly, letne(T 1;) be the number of objects enteringuring ~ [@ctor. In this case we hawg = rj. Letns be the num-

T1;. The set of objects leaving a regiorduringT I;,, is  Per Of objects remaining in region = r; = i By the

a subset of the objects within that region durifg. So  definition of Spat'.a{ support we haes ({) = area(r) and
ni(T liy1) < n(T1;). Similarly, the number of objects en-  for { to have sufficient spatial support we requirg() =
teringr during T Ii;, is a subset of the number of objects saresr; = MiNSpatSup. Now r is a stationary region if

in r during Ty, giving ng(Tliz1) < n(Tljy). For %as(r) = minT raffic so all rules¢ wherer; = r; will

r to be classified as a source durifid’ = [T 1;, T liy4] be found if2 - minSpatSup = minT raffic, with the set
we must haven|(T li41)/9s(r) = minTraffic. So if of such STARs being exactly equal to the set of stationary
minTraffic = minDensity then density(r,Tl;) = points if 2 - minSpatSup = minTraffic. The theorem

N(T)/@s(r) = ni(Tlig1)/9s(r) = minTraffic = follows by noting that
minDensity sor must be dense duringl;. Similarly, IMaXchoice of region geometry SiZz€Factor = 2. [
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